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Summary

This ADR Wales report presents findings from research looking at the use cases,
limitations, risks and evaluations of synthetic data. A synthetic dataset is a dataset that
contains fictitious data which has been generated based on some knowledge of a real
dataset.

As ADR UK Synthetic Data Position Statement (2023) sets out, synthetic data presents
an opportunity to data owners and researchers to help them understand what can be
done with a real dataset without needing access immediately. For example, synthetic
data can be used to test and prepare data pipelines and analyses in advance of
accessing real data. This opportunity could potentially lead to:

e efficienciesin the data sharing process - fewer administrative requests for data
that is later found to be unable to answer a specific question,

e effective data minimisation (UK GDPR compliance [1, 2]) - sharing synthetic
datainstead of real data so that others can undertake analysis without requiring
access to sensitive information,

e enhancing capability - using synthetic data for training and upskilling new
researchers

e filling data gaps - using synthetic data to resolve imbalances in real datasets

In this report we review different synthetic data generation methods. These methods
have been chosen because their underlying technique allows us to better understand
and test three key attributes of synthetic data:

e Privacy: How well a synthetic dataset preserves the privacy of the real dataset
which is especially important when the real data is sensitive.

e Utility: The extent to which a synthetic dataset can be used in place of areal one
for an intended purpose.

e Fidelity: How closely a synthetic dataset matches the statistical properties of a
real dataset.

The outcomes of the research are a set of recommendations that can be built upon and
put into practice for adoption should others, including ADR Wales, wish to more widely
implement synthetic data generation. We intend to open source the evaluation code
so ADR Wales and other organisations can use the code to effectively evaluate the
fidelity, utility and privacy of synthetic datasets.

This report presents the findings of a study carried out as part of the BOLD
programme: Better Outcomes through Linked Data (BOLD).



https://www.adruk.org/fileadmin/uploads/adruk/Documents/An_interim_ADR_UK_position_statement_on_synthetic_data.pdf#:~:text=The%20purpose%20of%20this%20statement%20is%20to%20communicate,updated%20in%20line%20with%20new%20findings%20and%20developments.
https://www.gov.uk/government/publications/ministry-of-justice-better-outcomes-through-linked-data-bold/ministry-of-justice-better-outcomes-through-linked-data-bold

Background

There are examples of the use of synthetic datasets in government, with some
departments already sharing synthetic versions of their own data[3, 4], and elsewhere
in Wales academic research is underway on public perceptions of synthetic data [5].
Our focus for this project is to instead review how different synthetic data generation
methods suit different use cases and crucially how these datasets can be evaluated
effectively. We focus on generating synthetic data for demographic datasets which
tend to consist of categorical data (i.e., data that can be sorted into categories or
groups) and provide an evaluation of both high and low-fidelity generators. Existing
work tends to focus on either low-fidelity or high-fidelity generators and often
numeric data is considered easier to synthesize due to the range of possible values
giving a lower privacy risk. Due to having limited categories it can be more challenging
to preserve privacy which is a challenge we discuss in this report. In choosing to
evaluate both high and low-fidelity generators we hope to provide a foundation for
others to apply synthetic data generation for a range of use cases and evaluate it
appropriately.

We have considered existing work to evaluate the privacy and fidelity [6, 7] as well as
utility [8] of synthetic data. These methods have been incorporated into a suite of
evaluations that assess privacy, fidelity and utility.

This report reviews the potential methods, applications and evaluations for synthetic
data, presented in a case study.

What we did

Select a dataset to use for case study methods and
evaluations of synthetic data generators

We chose to use the ONS Census Microdata Teaching File [9] for our evaluation as we
consider it representative of other government datasets in that it contains individual
level demographic data. As this data is publicly available the work can be reproduced
outside of the organisation, however it is hoped that through future collaborations we
can extend this to apply the methods we have evaluated on data in other data

platforms.

The methods chosen for the case study are:

e Low-fidelity metadata-based generation: Providing a set of rules (column
names, datatypes and category options) and then generating random



information for those columns.

e Synthetic Minority Oversampling Technique (SMOTE): A common technique
used in machine learning to sample synthetic data based on averages between
multiple real datapoints [10].

e PrivBayes: A privacy-preserving synthetic data generator based on Bayesian
statistics that generates high-fidelity synthetic data[11].

Each method gets the same amount of census data (or just metadata for the first
method) and generates a synthetic dataset of the same size.

Using our synthetic data generators, we created three
synthetic datasets

Each synthetic dataset is compared with the data used to train the generator and a
held-out dataset of equal size that the generator has not seen. These three datasets
are then assessed in terms of their fidelity, privacy and utility.

A description of each scoring method by metric is provided below.
e Fidelity:

o Measuring differences in distributions: This involves grouping the data
into sets of interactions between columns and comparing how similar the
distributions of real and synthetic data are using the Total Variation
Distance (TVD) approach [6]

e Privacy:

o Comparing the number of records that are closer to training data than
held out data using Manhattan Distance [6]

o Comparing the number outlier training records that have fewer than five
neighbouring synthetic records [7], and the reverse (number of synthetic
records with fewer than five neighbouring identical real records)

We used the results of these metrics to inform a discussion around the privacy, fidelity,
and utility of synthetic data.



What we found

Fidelity evaluation should be performed at the correct level
for the intended use case

The use case for synthetic data should be the main consideration when generating a
dataset, which can be used to decide how we evaluate fidelity. For example, in the plot
below we first consider univariate (single feature) distributions in Figure 1.

Figure 1: Distribution of single features by generator
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The distributions for the Metadata Generator are almost uniform, and not
representative of the real data, as they are based on a random generator. However, the
distributions for SMOTE and PrivBayes, which are considered two “high-fidelity”
generators, both appear to capture the patterns in the real data, so we may conclude
SMOTE and PrivBayes can generate data of equivalent fidelities.

Our use case may also require us to consider bivariate (two feature) relationships, for
example, comparing number of individuals by sex and occupation status. We can
represent the relationship between two variables as a heatmap (Figure 2) where red
indicates a poorly maintained relationship and green a well-maintained relationship.



Figure 2: Distribution similarity of synthetic and real data for all two-feature
distributions
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Behind the seemingly high-fidelity SMOTE synthetic data, the generator has
performed quite poorly in maintaining the bivariate relationships. Meanwhile, in this
experiment, PrivBayes has maintained the relationships to a high quality. This suggests
that in this experiment, the individual records generated by PrivBayes are more likely
to contain similar combinations of values for the two variables that we see in the real
population.

Expanding upon this further, we are able to test how well the three or four-feature
relationships have been maintained. This is the method described above from [6].

In Figure 3a we plot the average distance between the held-out test data and the
generator. In Figure 3b we plot the average distance between the data used to train
the generator and the given dataset. The average distance is called the Total Variation
Distance (TVD). By assessing both as in [6] we can show how well the relationships
have been maintained and ensure the generator is not achieving a high-fidelity by
simply replicating the real data. A higher TVD indicates a greater distance between the
two datasets.



Figure 3: Total Variation Distance for 1, 2, 3 and 4-feature relationships (a. TVD from
training data, b. TVD from held-out data)
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Showing both held out and training TVD gives us an understanding of whether:

The generator has overfit the training data and is just replicating the real data
exactly: In this case we would expect the TVD between the synthetic and
training data to be less than the TVD between the real and held-out data (red
barsin Figure 3a to be higher than the other bars in Figure 3a).

The generator has underfit the training data and has not captured the
relationships between variables well: The TVD between the held-out data and
the synthetic datais significantly greater than the TVD between the training
and held-out data (the bars in Figure 3b to be significantly higher than the red
bar in Figure 3a, as has happened for the SMOTE bar).

The generator has captured the relationships well without replicating identical
records: The TVD between the training and synthetic datasets and held-out and
synthetic datasets are roughly equivalent and the TVD between training and
held-out data is less than the training and synthetic dataset TVD (bar in
Figure3a and 3b are roughly equivalent but the bar in Figure 3bis slightly
greater than the red bar in Figure 3a, as has happened for the PrivBayes bar).

Based on this guideline, Figure 3 seems to suggest that no generator is just replicating
the real data (overfit). However, the SMOTE generator might not capture the
relationship between variables well (underfit). Whereas the PrivBayes generator was
able to capture the relationships between variables well without replicating identical
records.

The fidelity differences when considering multiple features are the reason it is
important to understand what level of fidelity is required for the given use case. For
example, analysis that considers multiple features will need a dataset with a higher
level of fidelity to ensure the relationships between these features are representative
of the relationships between the same features in the real data.



The random nature of synthetic data generation provides
challenges when assessing privacy risks

For all generation methods there is a chance that records that resemble real people
will be generated. This may not be a risk where many synthetic records are generated
for particularly common combinations of features. For example, if the most common
combination of age and sex in a census sample was male between the ages 20-40, then
generating a record with this combination of characteristics may not present a risk. It
would be unlikely that someone could identify an individual from this information, as
there would be a large number of “other” records that also share the same attributes.

However, in some cases this may be disclosive. As an example, in a dataset containing
information about individuals’ occupation, age and health, a potential unlikely but
possible combination is a manager, director or senior official aged 18. If this person
existed and was used in the training process, they are likely to be the only individual
with this combination of categories, so the generator is likely to generate a similar
record and could expose information about the individual.

For our work we rely on adapted versions of the privacy risk assessments found from
the literature [6, 7]. This includes:

e Held-out privacy [6]: What proportion of the data is closer to the training set
than the held-out test set (evaluates whether the generator has learned the
patterns of the real data vs. simply replicating the real data).

e Outlier privacy [7]: What proportion of outliers in the real data have more than
five nearby synthetic records (tells us how difficult it would be to infer real
outlier data from synthetic outliers).

These assessments found that:

e Metadata generator: Generates records randomly, with a high enough number
of records generated all combinations are equally likely, including records that
match real records (48.2%) or outlier real records (25.0%).

e SMOTE: Generation is based on neighbouring real data records, most of the
records generated are therefore closer to the training set (63.2%). However, in
our tests no outlier records were replicated.

e PrivBayes: Generation is “differentially private” which means that an
individuals’ impact on the training process is minimised, and synthetic records
are approximately evenly split in distance between training and real records.
However, 1.5% of the records are identical to real outliers. These outliers are at
a higher risk of being exposed via data linkage.
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Why it matters

Describing privacy risks using familiar metrics could help to
build understanding with data owners

The privacy metrics we have discussed layer familiar disclosure prevention guidelines
onto the synthetic data evaluation. Finding the proportion of outliers with fewer than
five neighbouring synthetic records can help to inform how likely it is that data is
inferred about an individual in the same way as one can for a statistical release.

Performing evaluations like these along with more complex attack-based metrics as
those explored by the Allan Turing Institute [12] could help to explain to data owners
what the privacy risks are for a synthetic dataset.

Limitations of synthetic data evaluation

Our work highlights the limitations in evaluating synthetic data and the risks of
attempting single all-encompassing measures where evaluation should be in line with
the intended use of the synthetic dataset.

There are limitations in how these metrics can be used. Some are only applicable to
certain use cases or generation techniques and should be chosen based on these. For
example, when assessing whether a low fidelity dataset generated using arandom
process (like the metadata generator) can be used to test a data pipeline, it is not
appropriate to test the synthetic data for fidelity of the synthetic dataset. In fact, any
attempts to maximise the fidelity will harm the privacy of the dataset which is the main
benefit of using low-fidelity data for this use case.

In the table below we suggest examples of the assessments above that may be
appropriate for some example uses and techniques. The utility of a synthetic dataset
for the specific problem being addressed should always be well defined.
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Table 1: Example use cases, techniques and suggested evaluation methods

Use Case Technique Fidelity? Privacy? Utility?

Testing a new Metadata X v X
Survey Platform Generator

Generating SMOTE v X (Where v
synthetic datato datais not
resolve a class being shared)
imbalance.

Sharing high- PrivBayes v v v

fidelity synthetic
dataforuseinan
analysis to answer
aresearch
question.

The opportunities for synthetic datasets

Synthetic data has a wide range of potential use cases including driving efficiency
through reducing administrative requests for real data that does not meet customer
needs, and its use as a training resource for new researchers. We are hopeful that our
work to evaluate different methods and provide actionable measures for where
different techniques and evaluations may be appropriate will bring a public benefit
through data minimisation and enhanced efficiency in research and analysis.

What'’s next?

We will continue to remain engaged with synthetic data communities and networks
across the public sector. Within our organisation, we will be raising awareness of
synthetic data and understanding where it can help to inform analysis, enhance privacy
and drive efficiency.
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